UNIVERSIDAD DE CASTILLA-LA MANCHA
ESCUELA SUPERIOR DE INGENIERÍA
INFORMÁTICA

GRADO EN INGENIERÍA INFORMÁTICA
TECNOLOGÍA ESPECÍFICA DE
COMPUTACIÓN
TRABAJO FIN DE GRADO

Detección y reconocimiento de señales de tráfico a partir de
imágenes
Laura Isabel Martínez del Amo

Julio, 2016

UNIVERSIDAD DE CASTILLA-LA MANCHA
ESCUELA SUPERIOR DE INGENIERÍA
INFORMÁTICA
Departamento de Sistemas Informáticos

TRABAJO FIN DE GRADO
Detección y reconocimiento de señales de tráfico a partir
de imágenes

Autor: Laura Isabel Martínez del Amo
Director: Ismael García Varea
Director: Jesús Martínez Gómez
Julio, 2016

Declaración de Autoría
Yo, Laura Isabel Martínez del Amo con DNI 47399746N, declaro que soy la única autora
del Trabajo Fin de Grado titulado “Detección y reconocimiento de señales de tráfico a partir
de imágenes”; que el citado trabajo no infringe las leyes en vigor sobre propiedad intelectual,
y que todo el material no original contenido en dicho trabajo está apropiadamente atribuido
a sus legítimos autores.
Albacete, a 1 de julio de 2016.

Fdo: Laura Isabel Martínez del Amo

Abstract

The problem of detection and recognition of traffic signs is one of the obstacles
autonomous driving confronts. Autonomous cars must be able to detect and recognise all the
different traffic signs that they come across in order to act accordingly and not violate traffic
security.
There are various different proposals which deal with the topic of pattern detection
and recognition. Depending on the problem's own characteristics (for example, the
characteristics that the objects to identify possess), some proposals may be more appropriate
than the rest.
In order to solve the problem that concerns us in this particular case, it has been
decided to use Haar feature-based cascade classifiers at an early stage, and the keypoint
detector and descriptor extractor ORB at a late stage to improve the results obtained by the
classifier, using the OpenCV library. A shape detector, the Hough Transform, is also used
to measure the improvement obtained with it.
Using these techniques, a study has been made to evaluate their performance in this
problem.

Resumen

El problema de la detección y reconocimiento de señales de tráfico es uno de los
obstáculos a los que se enfrenta la conducción autónoma. Los coches autónomos deben ser
capaces de detectar y reconocer las diferentes señales de tráfico que se encuentren para actuar
en consecuencia y no vulnerar la seguridad en la circulación.
Existen varias propuestas diferentes que tratan el tema de la detección y el
reconocimiento de patrones. Dependiendo de las características del problema en concreto
(como, por ejemplo, las características de los propios objetos a identificar), algunas
propuestas pueden ser más adecuadas que el resto.
Para resolver el problema que nos concierne en este caso, se ha decidido utilizar
clasificadores en cascada basados en la extracción de características de tipo Haar en una fase
inicial, y el detector de puntos y extractor de características ORB en una fase posterior para
I

refinar los resultados obtenidos por el clasificador, utilizando la librería OpenCV. Un
detector de formas, la Transformada de Hough, también se ha utilizado para estudiar la
mejora obtenida.
Utilizando estas técnicas, se ha realizado un estudio en el que se evalúa su rendimiento
en este problema.
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INTRODUCTION

CHAPTER 1. INTRODUCTION

1.1

MOTIVATION

In recent years, a field in robotics that has experimented an increasing growth has been
autonomous driving. Creating vehicles capable of driving without human aid means finding
a solution to a large number of problems which come associated with this challenge.
One of these problems is how to make the vehicle capable of driving obeying the traffic
rules and signs it may find during its journey. In order to accomplish this goal, it is necessary
to provide the vehicle with a computer vision system that allows it to identify, from an image
captured during driving, the traffic signs appearing in it, and to be able to decide how these
signs affect it and how to act accordingly.
This project contemplates the study of how to solve this problem. Concretely, we will
develop an application that will be able to recognise a given group of vertical traffic signs
with considerable precision, and a series of improvements will be applied to refine the
results, making a study of the results obtained with the different applied variations.

1.2

OBJECTIVES

The objective of this project is to develop an application that will be able to recognise
and identify different types of traffic signs present in images which can come from stored
images, a video, or a camera connection.
We can divide this objective in some sub-objectives:
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1.3

Study of the existing techniques for detection and recognition of objects in
images.
Study of techniques applied in the particular problem of detection and
recognition of traffic signs.



Study of libraries to use in the development of the system.



Study of existing databases for this type of problem.



Implementation of an initial recognition system.



Study of the results obtained by this system.



Improvement of the system developed and study of the results obtained by it.

METHODOLOGY

In order to accomplish the mentioned objectives, we will use an iterative and
incremental work methodology, in which the workload is distributed into different iterations.
Each of these iterations will consist of a final deliverable; the complexity and performance
of each deliverable will be increased in successive iterations.

1.4

REPORT STRUCTURE
The structure of the report is:


Chapter 1. Introduction: The motivation, objectives and methodology of the
work are discussed here.



Chapter 2. State of the art: In this chapter, an introduction to computer vision
is explained. Also, the problem of classification, keypoint detection and feature
extraction is studied, as well as particular solutions (Haar feature-based
classifiers, ORB and Hough Transform). Related works are also presented.



Chapter 3. System description and development: In this chapter, the work
developed is explained. In particular, the dataset generation and feature
extraction and classification.



Chapter 4. Experimental results: The experiments carried out are explained
in this section. The results obtained by the system in these tests and in a real
environment are discussed.



Chapter 5. Conclusions and future work: This chapter summarizes the
results achieved by the system and suggests how to improve it in the future.
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The CD attached to this document contains:


This report in PDF format.



The scripts used to test the classifiers.



The "original" images used for the training and test datasets generation.



The classifiers trained and used for testing.



The generated test and training images.



The text files used for training and testing.
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1.1

MOTIVACIÓN

En los últimos años, uno de los campos de la robótica que mayor auge ha tenido ha
sido el de la conducción autónoma. La construcción de vehículos que sean capaces de
circular sin la ayuda de un ser humano supone encontrar solución a un gran número de
problemas que vienen asociados a este reto.
Uno de estos problemas es cómo hacer que el vehículo sea capaz de circular con
seguridad respetando las normas viales y la señalización que se encuentre durante su viaje.
Para poder cumplir este propósito, es necesario dotar al vehículo de un sistema de visión
artificial que le permita identificar, a partir de una imagen capturada durante la circulación,
las señales de tráfico presentes en ella, y poder decidir cómo le afectan estas señales y cómo
debe actuar en consecuencia.
Este trabajo contempla el estudio de cóbmo solucionar este problema. Concretamente,
se construirá una aplicación que sea capaz de reconocer un determinado conjunto de señales
verticales con una precisión considerable, y se irán aplicando diferentes mejoras con el
objetivo de refinar los resultados, realizando un estudio de los resultados obtenidos con las
diferentes variaciones aplicadas.

1.2

OBJETIVOS

El objetivo de este proyecto es construir una aplicación que sea capaz de reconocer e
identificar distintos tipos de señales de tráfico que estén presentes en imágenes que pueden
venir de imágenes guardadas, un vídeo o la conexión de una cámara.
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Podemos dividir este objetivo en varios sub-objetivos:

1.3



Estudio de técnicas existentes para la detección y reconocimiento de objetos
en imágenes.




Estudio de técnicas aplicadas para el problema concreto de la detección y
reconocimiento de señales de tráfico.
Estudio de librerías que se puedan utilizar en el diseño del sistema.



Estudio de bases de datos existentes para este tipo de problema.



Implementación de un sistema de reconocimiento inicial.



Estudio de los resultados obtenidos por este sistema.



Mejora del sistema realizado y estudio de los resultados obtenidos.

METODOLOGÍA

Para cumplir los objetivos mencionados, se usará una metodología de trabajo de
desarrollo iterativo e incremental, en la que la carga de trabajo es distribuida en diferentes
iteraciones. Cada una de estas iteraciones consistirá en un entregable completo; la
complejidad y grado de corrección del entregable se verá incrementada a lo largo del
proceso.

1.4

ESTRUCTURA DE LA MEMORIA
La estructura de la memoria es la siguiente:



Capítulo 1. Introducción: La motivación, objetivos y metodología de trabajo
se explican en esta parte.
Capítulo 2. Estado del arte: En este capítulo, se explica una introducción a la
visión artificial. Además, se estudia el problema de la clasificación, detección
de puntos clave y extracción de características, así como soluciones
particulares (clasificadores en cascada basados en características Haar, ORB y
Transformada de Hough). También se presentan trabajos relacionados.



Capítulo 3. Descripción del sistema y desarrollo: En este capítulo, se explica
el trabajo desarrollado. En particular, la generación del dataset y la extracción
de características y clasificación.



Capítulo 4. Resultados experimentales: Las pruebas llevadas a cabo se
explican en esta sección. También se discuten los resultados obtenidos por el
sistema en estas pruebas y en un entorno real.
6
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Capítulo 5. Conclusiones y trabajo futuro: Este capítulo resume los
resultados obtenidos por el sistema y sugiere maneras de mejorarlo en el futuro.

El CD adjunto a este documento contiene:


Esta memoria en formato PDF.



Los scripts utilizados para evaluar los clasificadores.




Las imágenes “originales” usadas para la generación de los datasets de las fases
de entrenamiento y pruebas.
Los clasificadores entrenados y usados para la fase de pruebas.



Las imágenes generadas para las fases de entrenamiento y pruebas.



Los archivos de texto utilizados para las fases de entrenamiento y pruebas.
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CHAPTER 2. STATE OF THE ART

The problem of detection and recognition of traffic signs is related to computer vision.
The solution we developed to this problem encompasses classification and feature
extraction, in particular the use of Haar feature-based cascade classifiers, ORB and Hough
Transform. These areas and techniques of computer vision are explained in this chapter.

2.1

INTRODUCTION TO COMPUTER VISION

The objective of computer vision is to understand the data present in images acquired
from the real world to produce some kind of information (numerical, symbolic) which can
be used for various tasks such as to take decisions. In order to do this, the images must be
acquired, processed and analysed [1].
Typically, the images obtained get transformed into descriptors which can be
computed and analysed, and therefore the information inherent to the image can be used
more appropriately depending on the final application that we want to work with.
Some of the domains of computer vision include scene reconstruction, event detection,
video tracking, object recognition, object pose estimation, motion estimation, and image
restoration.

2.1.1 STAGES IN A COMPUTER VISION SYSTEM
The typical functions which constitute the workflow of a computer vision system are
the following [2]:
9
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Image acquisition: A digital image is produced by one or several image
sensors. Depending on the type of sensor, the resulting image data is a single
2D image (e.g. a picture taken with a camera), a 3D volume (e.g. a point cloud
taken with a 3D sensor camera), or an image sequence (e.g. a video). The pixel
values usually correspond to light intensity levels, but can also be related to
various physical measures such as depth, absorption or reflectance of sonic or
electromagnetic waves, etc.



Pre-processing: Before a computer vision method can be applied to an image
in order to extract the desired information, it is usually necessary to pre-process
the image to ensure that it satisfies certain assumptions implied by the method.
This pre-processing includes noise reduction (Figure 1), contrast enhancement,
colour transformations, etc.



Feature extraction: Some features of the image are extracted from its data.
These features can be lines, edges, interest points such as corners, etc. More
complex features (related to texture, shape or motion) can also be extracted.
Detection or segmentation: The decision of which points or regions of the
image are relevant for further processing. The result can be a selection of a
specific set of interest points, a selection of multiple image regions which
contain a specific object of interest, etc.
High-level processing: At this step the input is typically a small set of data,
like a set of points or an image region that is assumed to contain a specific
object. The remaining processing deals with, for instance, image recognition
(classifying a detected object into different categories).







Decision making: The final decisions required for the application are made
(e.g. pass/fail on automatic inspection applications, match/no-match in
recognition applications, etc.).

Figure 1: Example of noise reduction.

10

STATE OF THE ART

2.1.2 COMPUTER VISION LIBRARIES: OPENCV
There are various libraries which can be used to develop applications related with
computer vision, such as VXL (the Vision-something-Libraries), AForge.NET Framework,
Camellia Library, and OpenCV. For the development of this project, we have used OpenCV.
This choice is based on OpenCV being a very popular library in the community which allows
the use of various languages and is highly integrated in middleware for robotics.
OpenCV, which stands for Open Source Computer Vision Library, is an open source
computer vision and machine learning software library. OpenCV provides a common
infrastructure for computer vision applications. It possesses a BSD (Berkeley Software
Distribution) license, which allows third parties to modify the code.
The library has more than 2500 optimized algorithms, which include both classic and
state-of-the-art computer vision and machine learning algorithms. These algorithms can be
used in tasks such as to detect and recognize faces, identify objects, track camera
movements, track moving objects, etc.
It has C++, C, Python, Java and MATLAB interfaces and supports Windows, Linux,
Android and Mac OS. OpenCV leans mostly towards real-time vision applications, and it is
written natively in C++ [3].

2.2

CLASSIFICATION

The problem of classification requires identifying into which category a new instance
belongs, on the basis of a training set of data containing instances whose category is known.
To classify an individual instance, the instance is analysed, and a set of quantifiable
properties is extracted (which usually are characteristic features of the element). These
properties may be of various types, such as: categorical (e.g. "Model A", "Model B" or
"Model C”), integer-valued (e.g. the number of tyres in a vehicle) or real-valued (e.g. the
weight of a vehicle). Another classification method is to compare the instance to previous
ones by means of a similarity or distance function.
A classifier is an algorithm that implements classification or the mathematical function
implemented by this algorithm that maps input data into a category [4].

11
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2.2.1

HAAR FEATURE-BASED CASCADE CLASSIFIERS

Object Detection using Haar feature-based cascade classifiers is an effective object
detection method proposed by Paul Viola and Michael Jones in their paper "Rapid Object
Detection using a Boosted Cascade of Simple Features" [5]. It is a machine learning based
approach where a cascade function is trained from a large set of positive and negative
images. It is then used to detect objects in other images.
Initially, the algorithm needs a number of positive images (images of the object we
want to recognise) and negative images (images which do not contain the object we want to
recognise) to train the classifier. Some features will be extracted from these images; these
features are called Haar features (Figure 2). Each feature is a single value obtained by
subtracting the sum of pixels under the white rectangle from the sum of pixels under the
black rectangle (these sums may be weighted, depending on the shape of the rectangle).

Figure 2: Example of rectangle Haar features.

After this initial step, all possible sizes and locations of each rectangle are used to
calculate a number of features. For each feature calculation, we need to find the sum of pixels
under the white and black rectangles. In order to do it as efficiently as possible, integral
images are used. The integral image at location (x,y) contains the sum of the pixels above
and to the left of (x,y), inclusive. This simplifies the calculation of a sum of pixels to an
operation involving just four pixels.
From all the features calculated, most of them will be irrelevant for the problem. In
Figure 3 we can see two good features for the problem of face detection. The first one focuses
on the property that the region of the eyes is often darker than the region of the nose and
cheeks. The second one, on the other hand, focuses on the property that the eyes area is
darker than the bridge of the nose. The results would be irrelevant if we applied the same
12
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windows in any other location. For this reason, we use AdaBoost [6] to select the best
features.

Figure 3: Haar features calculated on a face picture.

In order to do this step, we train a classifier for each feature and end up with the
combination of the best of them. This produces weak classifiers; in the initial stages we have
less features, and we increase this number in subsequent stages. The final classifier is a
weighted sum of these weak classifiers.
One important thing we have to take into account is that most of the regions in an
image do not contain the desired object. Since we do not need to process these regions, a
method to analyse if a determined region may contain the object (and discard it if it does not
contain it) would reduce the computation time. This is achieved with a cascade of classifiers
(Figure 4). What this does is, instead of applying all the features on a window, group the
features into different stages of classifiers and apply them one by one, the first stages
containing less features than the next ones. If a window fails the first stage, we discard it and
do not consider remaining features on it. If, on the contrary, it passes, we apply the second
stage of features and continue the process. The window which passes all stages is an object
region [7].

13
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Figure 4: Detection cascade.

2.3

KEYPOINT DETECTION AND FEATURE EXTRACTION

Keypoint detection or feature detection refers to methods that aim at computing
abstractions of image information and making local decisions at every image point whether
there is an image feature of a given type at that point or not. The resulting features will be
subsets of the image domain, often in the form of isolated points, continuous curves or
connected regions. Typical types of image features include: edges, corners, blobs and ridges
[8].
Feature extraction is a type of dimensionality reduction that efficiently represents
interesting parts of an image as a compact feature vector.
Keypoint detection, feature extraction and matching are often combined to solve
computer vision problems such as object detection and recognition [9].

2.3.1

ORB (ORIENTED FAST AND ROTATED BRIEF)

ORB [10] is a fusion of FAST (Features from Accelerated Segment Test) [11] keypoint
detector and BRIEF (Binary Robust Independent Elementary Features) [12] descriptor with
some modifications to enhance the performance. First, it uses FAST to find keypoints (FAST
takes one parameter, the intensity threshold between the centre pixel and those in a circular
ring about the centre); then, it applies Harris corner measure [13] to find top N points
amongst them. It also uses a scale pyramid to produce multiscale-features (Figure 5).
Since FAST does not compute the orientation, ORB solves this problem: it computes
the intensity weighted centroid of the patch with located corner at centre. The intensity
centroid assumes that a corner’s intensity is offset from its centre, and this vector may be
14
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used to impute an orientation. To improve the rotation invariance, moments are computed
with x and y, which should be in a circular region of radius r, where r is the size of the patch.
In the case of descriptors, ORB uses BRIEF descriptors. The BRIEF descriptor is a bit
string description of an image patch constructed from a set of binary intensity tests. Since
BRIEF performs poorly with rotation, ORB steers BRIEF according to the orientation of
keypoints. For any feature set of n binary tests at location (x,y), a 2n matrix (S) is defined,
which contains the coordinates of these pixels. Then, using the orientation of patch, θ, its
rotation matrix is found and rotates the S to get the steered version, Sθ.
In order to reduce the variance lose and correlation in the steered BRIEF, ORB runs a
greedy search among all possible binary tests to find the ones that have both high variance
and means close to 0.5, as well as being uncorrelated. The result is called rBRIEF.
For descriptor matching, multi-probe LSH (Locality-sensitive hashing, which helps to
reduce the dimensionality of high-dimensional data) is used [14].

Figure 5: Matching result using ORB. Green lines are valid matches and red dots indicate unmatched points.

2.3.2 HOUGH TRANSFORM
To detect simple shapes such as straight lines or circles in an image, frequently there
is the problem that these shapes have missing pixels and therefore are incomplete, which
makes the outcome provided by an edge detector to be incomplete as well. This makes the
grouping of the extracted features into an appropriate set of lines or circles a non-trivial
problem. The purpose of the Hough transform is to address this problem by making it
possible to perform groupings of edge points into object candidates performing an explicit
voting procedure over a set of parametrised objects.
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STATE OF THE ART

The simplest case of Hough transform is the detection of straight lines. In general, a
straight line represented by the equation 𝑦 = 𝑚𝑥 + 𝑏 can be represented as a point (b,m) in
the parameter space. Vertical lines, however, have the problem that they would cause
unbounded values of the slope parameter m. For this reason, the Hesse normal form ρ =
𝑥𝑐𝑜𝑠𝜃 + 𝑦𝑠𝑖𝑛𝜃 is used instead, where ρ is the distance from the origin to the closest point
on the straight line, and θ is the angle between the x-axis and the line connecting the origin
with that point. It is therefore possible to associate with each line of the image a pair (ρ,θ).
Given a single point in the plane, then the set of all straight lines going through that
point corresponds to a sinusoidal curve in the (ρ,θ) plane, which is unique to that point. A
set of two or more points that form a straight line will produce sinusoids which cross at (ρ,θ)
for that line. This transforms the problem of detecting collinear points into the problem of
finding concurrent curves [15].
To generate the Hough transform for matching lines in our image, we choose a
particular granularity for our lines, and then iterate through the angles defined by that
granularity. For each angle θ, we solve ρ = 𝑥𝑐𝑜𝑠𝜃 + 𝑦𝑠𝑖𝑛𝜃 and then increment the value
located at (ρ,θ). This process can be seen as a vote by the point (x,y) for the line defined by
(ρ,θ). The result is a new image defined on a polar mesh, in which the intensity of a pixel
corresponds to the number of votes it received.
Iterating through each value of θ for a particular point (x,y) in the original image
generates a curve in the rectangular representation of the Hough transform. Lines that
intersect at the same location are generated by collinear points. Thus, if we locate the
“brightest” points in the image, we will obtain parameters describing lines that pass through
many points in the original image. This represents the voting process, in which the brightest
pixels correspond to the coordinates in the (ρ,θ) space that got the biggest number of votes,
and thus are more likely to generate lines that fit many points. For each (ρ,θ) that passes the
threshold in the Hough transform, we can generate a line [16].

2.4

RELATED WORKS

Some works related to the field of detection and recognition of traffic signs that have
been previously made are the following:


Traffic sign recognition using MSER and random forests: Developed by
[17], this work presented a system for real-time detection and recognition of
traffic symbols in which candidate regions are detected as Maximally Stable
Extremal Regions (MSER) from which Histogram of Oriented Gradients
(HOG) features are derived, and recognition is then performed using random
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forests. The training data consist of a set of synthetically generated images,
created by applying randomised distortions to graphical template images taken
from an online database.


Automatic detection and recognition of traffic signs in stereo images based
on features and probabilistic neural networks: Developed by [18], this work
presented an algorithm for traffic sign detection and recognition based on
features and probabilistic neural networks (PNN).



Traffic sign detection and recognition based on colour segmentation,
shape matching and SVM: Developed by [19], this work presented a study
which goal was to develop an efficient traffic sign detection and recognition
system for Malaysian traffic signs. The system employs RGB colour
segmentation and shape matching followed by the use of support vector
machines (SVM).



Automatic detection and recognition of road sign for driver assistance
system: Developed by [20], this work presented a detection module that
segments the input image in the YCbCr colour space, and then detects road
signs using a shape filtering method. The classification module determines the
type of detected road signs using a multilayer perceptron (MLP) neural
network.



Recognition of traffic signs based on their colour and shape features
extracted using human vision models: Developed by [21], this work
developed a module based in the colour appearance model CIECAM97 to
extract colour information and to segment and classify traffic signs. The shape
features are extracted with a FOSTS (Foveal System for Traffic Signs) model
based on a BMV (Behaviour Model of Visions) model.



Road sign detection and shape reconstruction using Gielis Curves:
Developed by [22], it is a road sign detection system written in MATLAB and
C++ that uses Gielis Curves for shape reconstruction.
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CHAPTER 3. SYSTEM DESCRIPTION
AND DEVELOPMENT

3.1

INTRODUCTION

The problem of detection and recognition of traffic signs is a particular instance of the
problem of detection and recognition of certain figures in images.
In our case, the technique we decided to use was the implementation of Haar classifiers
with the aid of the OpenCV library. This technique creates one classifier for each type of
figure (in our case, the figures are vertical traffic signs) provided a set of negative images,
which are images that do not contain the figure we want to train the classifier to detect, and
a set positive images, which are images that contain the figure we want to train the classifier
to detect. The negative images were gathered from a database. The positive images were
gathered from a database as well, and pasted in the negative images with a tool provided by
OpenCV. The databases and the tool are mentioned and explained in the next section.
Once the classifiers were generated, we decided to try to improve the results obtained
by reducing the number of false positives with the aid of the keypoint detector and matcher
ORB.
Also, and in particular for traffic signs which have a circular shape, we use the Hough
Circle Transform to detect circular regions in the image (and, therefore, regions of interest)
to try to further reduce the remaining false positives obtained by the classifier and ORB.
The workflow can be seen in Figure 6 and Figure 7.

19

SYSTEM DESCRIPTION AND DEVELOPMENT

Figure 6: Offline workflow.
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Figure 7: Online workflow.
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3.2

DATASET GENERATION

As we mentioned before, in order to train a particular classifier we need two sets of
images: negative, which are images that do not contain the object in them; and positive,
which are images that contain the object in them.
The best results would be obtained by satisfying the following requirements:


The positive images have been taken in the particular environment the
classifier will be used in. For example, if our goal is to detect traffic signs only
in an urban environment, the ideal positive images would be pictures of the
traffic signs located on the streets taken from the road.



The negatives images correspond to the same places the positive ones were
taken, but without containing the actual object. For example, if our goal is to
detect traffic signs only in an urban environment, the ideal negative images
would be pictures of the streets taken from the road.

However, since the number of images needed to train a decent classifier equals
hundreds or thousands, we do not have the perfect dataset. Instead, we gathered a set of
negative images from a database and a set positive images from another one, and combined
them, which resulted in a decent dataset that gave us good results.
In particular, the negative image set used was gathered from [23]. Therefore, our
negative image set consists of a set of 897 grayscale images which do not contain any traffic
sign in them (Figure 8).

Figure 8: Example of negative image from our database.
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Initially, the positive images were gathered manually from the Internet. However, this
method proved being tedious and, since there already are databases which consist of images
of traffic signs taken under different light and weather conditions, it was discarded.
Our positive image set was generated combining the negative images we already had
with cropped images from traffic signs. This cropped images were obtained from the website
German Traffic Sign Recognition Benchmark [24]. The German Traffic Sign Benchmark is
a multi-class, single-image classification challenge held at the International Joint Conference
on Neural Networks (IJCNN) 2011.
This set of cropped images consisted in a total of 43 different types of traffic signs,
with sizes varying from 15x15 pixels to 250x250 pixels. A total of 26 images from each
class were selected. In particular, the ones with bigger dimensions. This decision, however,
was not made until after making a subset of the classifiers with all the images from each
class. These classifiers gave poor results due to the small dimensions of some images. For
this reason, it was decided to select only the 26 biggest images from each class, in particular
those with better visibility of the traffic sign, as can be seen in Figure 9. This decision was,
as well, made after finding out that the classifiers trained with images in which the traffic
sign had poor visibility conditions performed badly.

Figure 9: Left: Example of traffic sign with good visibility (ideal candidate for training.
Right: Example of traffic sign with bad visibility (bad candidate for training).

With this set consisting of a selection of the best images, a set of positive images was
created combining both the cropped ones and the negative ones. This was achieved with
OpenCV’s tool opencv_createsamples. This tool combines the given cropped images
with the negative ones, pasting the cropped ones into the negative in arbitrary positions, and
with the specified rotation on the x, y and z planes.
The tool accepts the following arguments [25]:


-vec <vec_file_name> - Name of the output file containing the positive
samples for training.



-img <image_file_name> - Source object image.
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-bg <background_file_name> - Background description file; contains
a list of images which are used as a background for randomly distorted versions
of the object. This would be the negative images.



-info <info_file_name> - Generated images description file; contains
the name of the image generated, the number of objects and its coordinates.



-num <number_of_samples> - Number of positive samples to generate.



-bgcolor <background_color> - Background color, which denotes
the transparent color. The amount of color tolerance can be specified by bgthresh. All pixels within bgcolor-bgthresh and bgcolor+bgthresh range
are interpreted as transparent.



-bgthresh <background_color_threshold> - Explained above.



-inv - If specified, colors will be inverted.



-randinv - If specified, colors will be inverted randomly.



-maxidev <max_intensity_deviation> - Maximal intensity
deviation of pixels in foreground samples.



-maxxangle <max_x_rotation_angle>
-maxyangle <max_y_rotation_angle>
-maxzangle <max_z_rotation_angle> - Specify the maximum
rotation angle in the x, y and z planes. Must be given in radians.



-show - If specified, each sample will be shown.



-w <sample_width> - Width (in pixels) of the output samples.



-h <sample_height> - Height (in pixels) of the output samples.



-pngoutput - With this option switched on, opencv_createsamples
generates a collection of PNG samples and a number of associated annotation
files, instead of a single vec file.

To generate our positive images, the specified arguments were the
following (note that <negative_images_text> refers to a textfile containing
the path to a negative image used for the generation in each line):
opencv_createsamples -img <cropped_image_name> -bg
<negative_images_text> -info <info_file_name> -num
<number_of_samples> -maxxangle 0.4 -maxyangle 0.4 maxzangle 0.4 -bgcolor 0 -bgthresh 0 -w 24 -h 24
This was done with each cropped image, and resulted in a set of
<number_of_samples> images (in our case, we generated 2000 positive
images for each class) with the cropped image pasted on a random negative image
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with a size of minimum 24x24 pixels, at an aleatory position and with a maximum
angle deviation of 0.4 radians (Figure 10), as well as a text file for each cropped
image which indicated, on each line, the name of the image generated, the number
of objects in the image, and the coordinates of the position of the object (x, y, width,
height). These textfiles were gathered together in a single one, meaning a textfile
of this kind for each class.

Figure 10: Example of positive image generated by opencv_createsamples.

Figure 11: Example of negative images used to train the classifier for the one way right sign.

To allow each classifier to distinguish between different traffic signs as good as
possible, the final negative image set used for training the classifier of a certain traffic sign
consisted in images that did not present any traffic sign or they presented a traffic sign of the
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other types (Figure 11). The positive images were generated over this set. In Figure 12, a
diagram showing the generation and organization of training and test image sets is depicted.

Figure 12: Generation and organization of the training and test image sets.

When all the positive images were generated, they were cropped and gathered in a
single .vec file with the following arguments on the opencv_createsamples utility:
opencv_createsamples -info <positive_images_text>.txt -bg
<negative_images_text>.txt -vec <vecfile_name> -num
<number_of_positive_images> -w 24 -h 24
This .vec file will be used to train the classifier.
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3.3

FEATURE EXTRACTION AND CLASSIFICATION

3.3.1 HAAR FEATURES LEARNING
Once the negative and positive images are ready, we have to train the classifier for
each traffic sign. For this purpose, we use OpenCV’s opencv_traincascade tool,
which accepts the following arguments [25]:
Common arguments:


-data <cascade_dir_name> - Where the trained classifier should be
stored.



-vec <vec_file_name> - File .vec with positive samples (created by the
opencv_createsamples utility).



-bg <background_file_name> - Background description file (negative
images).



-numPos <number_of_positive_samples>
-numNeg
<number_of_negative_samples> - Number
positive/negative samples used in training for every classifier stage.

of



-numStages <number_of_stages> - Number of cascade stages to be
trained.



-precalcValBufSize
<precalculated_vals_buffer_size_in_Mb> - Size of buffer for
precalculated feature values (in Mb).



-precalcIdxBufSize
<precalculated_idxs_buffer_size_in_Mb> - Size of buffer for
precalculated feature indices (in Mb).



-baseFormatSave - If specified, the cascade will be saved in the old format
(the format given by the old opencv_haartraining tool).



-acceptanceRatioBreakValue - This argument is used to determine
how precise the model should keep learning and when to stop. A good
guideline is to train not further than 10-5, to ensure the model does not overtrain.
By default this value is set to -1 to disable this feature.

Cascade parameters:
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-stageType <BOOST(default)> - Type of stages. Only boosted
classifiers are supported as a stage type at the moment.



-featureType<{HAAR(default), LBP}> - Type of features: Haar or
LBP (Local Binary Patterns).



-w <sampleWidth>
-h <sampleHeight> - Size of training samples (in pixels). Must have
exactly the same values as used during training samples creation
(opencv_createsamples utility).

Boosted classifier parameters:


-bt <{DAB, RAB, LB, GAB(default)}> - Type of boosted
classifiers: DAB (Discrete AdaBoost), RAB (Real AdaBoost), LB
(LogitBoost), GAB (Gentle AdaBoost).



-minHitRate <min_hit_rate> - Minimal desired hit rate for each stage
of the classifier. Overall hit rate may be estimated as min_hit_ratenumber_of_stages.



-maxFalseAlarmRate <max_false_alarm_rate> - Maximal
desired false alarm rate for each stage of the classifier. Overall false alarm rate
may be estimated as max_false_alarm_ratenumber_of_stages.



-weightTrimRate <weight_trim_rate> - Specifies whether
trimming should be used and its weight.



-maxDepth <max_depth_of_weak_tree> - Maximal depth of a weak
tree.



-maxWeakCount <max_weak_tree_count> - Maximal count of weak
trees for every cascade stage.

Haar-like feature parameters:


-mode <BASIC (default) | CORE | ALL> - Selects the type of Haar
features set used in training. BASIC uses only upright features, while ALL uses
the full set of upright and 45 degree rotated feature set.

In our case, each classifier was generated setting the following parameters:
opencv_traincascade -data <path_to_store_classifier> -vec
<vecfile_name> -bg <negative_images_text> -numPos 1600 28
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numNeg 800 -precalcValBufSize <Mb_value> -precalcIdxBufSize
<Mb_value> -featureType HAAR -w 24 -h 24 -minHitRate 0.99 maxFalseAlarmRate 0.4 -mode ALL -numStages 20
This results in the following set values:


cascadeDirName: <path_to_store_classifier>



vecFileName: <vecfile_name>



bgFileName: <negative_images_text>



numPos: 1600



numNeg: 800



numStages: 20



precalcValBufSize[Mb]: <Mb_value>



precalcIdxBufSize[Mb]: <Mb_value>



acceptanceRatioBreakValue: -1



stageType: BOOST



featureType: HAAR



sampleWidth: 24



sampleHeight: 24



boostType: GAB



minHitRate: 0.99



maxFalseAlarmRate: 0.4



weightTrimRate: 0.95



maxDepth: 1



maxWeakCount: 100



mode: ALL

Results with high accuracy in general were obtained using 1600 positive images and
800 negative images. This ratio 2:1 was the one that achieved better performance. It should
be noted that, the more images we use, the more time will take for the classifier to be trained.
The sample width and height was set to 24x24 pixels given it achieved a good
performance as well. This value implies that, when we use the classifier to detect an object
in a test image, it will not be able to find the object if its size is smaller than 24x24 pixels.
Each classifier was trained until it reached an acceptance ratio value of approximately
10 , to make sure not to overtrain them. The stage where this value was reached varied
between classifiers, ranging between the stages 8 to 10.
-5
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The classifier is built by applying the [5] algorithm in each stage: the positive images
are examined to detect the best Haar features, using AdaBoost to select them and discard the
worst ones according to the current threshold value. In Table 1, we can see that in that
particular stage, 6 features were evaluated; under the HR column lies the hit rate, and under
the FA column lies the false alarm rate. The hit rate refers to the number of objects that get
detected using that feature, and the false alarm rate refers to the number of objects that were
erroneously detected on negative sub-windows using that feature.
The stages represent the stages in the cascade. For example, in the first stage, the
classifier can act as a first layer to filter out most negative windows; the second layer, which
has more features, can discard more complex negative sub-windows which were not detected
by the first layer, etc. These results in the strong classifiers to be arranged in order of
complexity, where each successive classifier is trained only with those selected samples that
pass through the preceding classifiers. If at any stage in the cascade a classifier rejects the
sub-window under inspection, no further processing is performed on it and the processing
continues on the next sub-window.
The result of the training consists in an .xml file which contains the best Haar features
evaluated at each stage; these features will be the ones used by the classifier to detect objects
in test images.

N

HR

FA

1

1

1

2

0.995

0.605

3

0.995

0.605

4

0.995625

0.615

5

0.990625

0.40375

6

0.990625

0.28125

Table 1: Output at stage 6 of training, with an acceptance ratio of 0.000417146.
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3.3.2 OBJECT DETECTION WITH HAAR CLASSIFIERS
Once we have the trained classifier file, we have to apply it to an image for it to detect
the
desired
object.
This
is
done
with
the
OpenCV
module
CascadeClassifier::detectMultiScale, which returns a list of rectangles that
represent the location of the objects found in the image. In Python, this call would be:
cv2.CascadeClassifier.detectMultiScale(image[, scaleFactor[,
minNeighbors[, flags[, minSize[, maxSize]]]]]→ objects
And the parameters are:


CascadeClassifier - Haar classifier cascade file.



image - Matrix of the type CV_8U containing an image where objects are
detected.



scaleFactor - Parameter specifying how much the image size is reduced
at each image scale.



minNeighbors - Parameter specifying how many neighbours each
candidate rectangle should have to retain it.



flags - Not used with this version of classifier.



minSize - Minimum possible object size. Objects smaller than that are
ignored.



maxSize - Maximum possible object size. Objects larger than that are
ignored.



objects - List of rectangles where each rectangle contains the detected
object.

In our case, the parameters specified were scaleFactor and minNeighbors
(apart from the source image, the source classifier and the result list). The parameter
scaleFactor stands for at how rate will be resized the sub-window; this allows for the
classifier to find objects of all sizes. The smaller this value is, the longer it will take for the
classifier to end, since more scaling operations will be carried out, but more objects may be
found. On the other hand, the parameter minNeighbors stands for the minimum number
of overlapping regions that pass (individually) the detection to be accepted as a detected
object. When this number increases, the detections decrease; this implies a lower false
positive rate, but may result in fewer correct detections as well.
It was mentioned on the previous section that the classifier is trained in stages. Each
of these stages results in a valid classifier, but with worse results than the classifier belonging
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to the next stage. For example, in Figure 13 we can see the detections given by the classifier
trained with just 1 stage, in Figure 14 the detections given by the classifier trained with 4
stages, and in Figure 15 the detections given by the final classifier trained with 8 stages.

Figure 13: Detections with 1 cascade stage for the 20 speed sign classifier.

Figure 14: Detections with 4 cascade stages for the 20 speed sign classifier.

Figure 15: Detections with 8 cascade stages for the 20 speed sign classifier.
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3.3.3 ORB KEYPOINTS DETECTION, EXTRACTION AND MATCHING
To reduce the number of false positives obtained by the classifiers themselves, we
decided to use the keypoint detector ORB.
The objective of this is to find keypoints in canonical images of traffic signs and match
them with the regions of interest containing objects detected by the classifiers on the test
images.
We use OpenCV’s ORB implementation to find keypoints on the canonical image and
on the test image. Then, these keypoints are matched. The ROI is considered a valid detection
if the number of matches reaches a determined percentage of the number of keypoints of the
canonical image. If it does not reach it, it is discarded. An example of the matching can be
seen in Figure 16.

Figure 16: ORB matching keypoints on a canonical image of a stop sign and a test image.

3.3.4 HOUGH TRANSFORM FOR SHAPE DETECTION
To try to further reduce the false positives rate, we decided to use OpenCV’s Hough
Circle Transform implementation. This is only used for traffic signs with a circular shape.
In Python, this is used by calling the function:
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cv2.HoughCircles(image, method, dp, minDist[, circles[,
param1[, param2[, minRadius[, maxRadius]]]]]) → circles
With each parameter being [26]:


image - 8-bit, single-channel, grayscale input image.



method - Detection method to use. Currently, the only implemented method
is CV_HOUGH_GRADIENT [27].



dp - Inverse ratio of the accumulator resolution to the image resolution.



minDist - Minimum distance between the centres of the detected circles.



param1 - The higher threshold of the two passed to the Canny edge detector.



param2 - The accumulator threshold for the circle centres at the detection
stage.



minRadius - Minimum circle radius.



maxRadius - Maximum circle radius.



circles - Output vector of found circles. Each vector is encoded as a 3element floating-point vector (x, y, radius).

In our case, the modified parameters were (apart from image, method and
circles): dp (which stands for the inverse ratio of the accumulator resolution to the image
resolution and was varied for experimentation), minDist (set at 180), minRadius (set at
20) and maxRadius (set at 120). This means that the detected circles’ centres will be at a
minimum distance of 180 pixels from each other, and their radiuses will be a minimum size
of 20 pixels and a maximum size of 120 pixels.
To try to reduce false positives with this method on the images with circular traffic
signs, we have the remaining ROI’s detected by the classifier and filtered by ORB. Then, we
apply the Hough Circle Transform on the test image to detect all the circles present on it; if
the centre of at least one of these circles is located inside a ROI, this ROI is considered a
detection. If a ROI does not have any circle’s centre inside of it, it is discarded. An example
of this can be seen in Figure 17. As we can see, the ROI gets accepted (correctly) because a
circle was found inside it. We can also see that some of the circles detected do not look like
circles at first glance.
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Figure 17: Circles detected by Hough Circle Transform.
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CHAPTER 4. EXPERIMENTAL RESULTS

4.1

EXPERIMENTAL SETUP

To evaluate the classifiers’ accuracy and the improvement given by ORB and Hough
Circle Transform, a test phase had to be carried out.
Some initial tests were made previously, but proved unsuccessful. The first testing was
made with the initial classifiers trained with positive images taken by hand from the Internet
(total: 11 different types). It was decided that this work methodology was not appropriate
and that it had to be done with an “official” database. Thus, the second testing was made by
training a classifier for each type of traffic sign in the German Traffic Sign Recognition
Benchmark (total: 43 different types). This number was too big to handle to improve the
classifiers the best way possible, and therefore it was decided to use a reduced set of 5
different types (speed limit 20, yield, stop, wild animals crossing and one way right) to which
one more type was added later (speed limit 50) to evaluate the performance of the classifier
distinguishing between two similar traffic signs (speed limit 20 and speed limit 50) (Figure
18).

Figure 18: Set of traffic signs used.

The test carried out to check the performance of the generated classifiers was made
with 400 positive images and 200 negative images for each classifier (this mantains the same
ratio used for training, which was the double number of positive images than negative ones;
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a 2:1 ratio). For example, to test the classifier trained to detect stop signs, it was run over a
set of 400 images which contained a stop sign (and not any other) and a set of 200 images
which contained a traffic sign of the other ones (for example, it could contain a yield sign or
a wild animals crossing sign). These images were generated with the
opencv_createsamples utility as explained before, with the only difference of using
a 0.1 radian angle deviation to adjust more to real-life conditions. The number of true
positives, false positives, true negatives and false negatives was measured; then, the
accuracy, recall (how many positive cases were detected), precision (from all the cases
classified as positive, how many of them were really positive) and F1 score (weighted
average of the precision and recall) were calculated with these data. The method used to
consider a certain detection as a correct one was to compare its coordinates with the
coordinates of the traffic sign present in the image (the latter were given by the
opencv_createsamples utility). If the detected object region centre was further than a
certain percentage of the image size from the real object, and if it was bigger or smaller than
a certain percentage of the real object dimensions, it was discarded. This percentages were
adjusted manually as to not discard any correct detections, and were set to 10 in the first case
and 60 in the second, meaning that the detected region was considered a true positive if its
centre was not further from the real object’s centre than a 10% of the image size, and the
size of the detected region was different from the real object region up until a 60% in size.
As for the types of tests carried out, there were three types: the first one tests the
performance of the classifiers by themselves (with a change in the parameters that will be
explained later); the second one tests the performance of the classifiers with the parameters
that produced the best results in the first test plus ORB (with a change of parameters as well);
the third and last one evaluates the performance of the previous best configurations
(classifiers + ORB) with the addition of Hough Circle Transform (this test is only valid for
the circular traffic signs, which are 20 speed limit, 50 speed limit and one way right).

4.1.1

FIRST TEST: CLASSIFIERS

The objective of the first test was to measure the quality of the classifiers by themselves
and to choose the parameters which gave the best results. The parameters modified for the
different tests were the scale factor (scaleFactor, sF on the figures) and the minimum
number of neighbours (minNeighbors, minN on the figures). The purpose of these
parameters can be consulted in section 3.3.2.
The best results obtained by the 20 speed limit classifier were those given by a scale
factor of 1.1 and a minimum number of neighbours of 11. However, since the results
obtained with a scale factor of 1.2 and a minimum number of neighbours of 5 are almost the
same, this configuration is considered the best since it is faster. We can see this in Figure 19;
it can be noticed that, for each scale factor value, the accuracy increases with the number of
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neighbours; this occurs because when we increase the number of neighbours, we also
decrease the number of detections, thus reducing the number of false positives. The recall,
on the other hand, decreases with each increment of the scale factor and the number of
neighbours, as we can see in Figure 20; this occurs because, at the expense of reducing in
great number the false positive detections, we also reduce the true positive ones (but at a
much smaller rate). The precision also increases as we increase the number of neighbours
(Figure 21); again, this is caused by a reduction in the number of false positive detections. It
also decreases at a certain point, since the true positive detections are also reduced. The F1
score values (Figure 22) vary in a similar fashion as the accuracy ones. It is due noting that,
as we increase the scale factor, the numbers tend to improve; this occurs because, the bigger
this value is, the less sub-windows are processed and thus the false positive rate starts with
a smaller value. On the side of the minimum number of neighbours, there is a point where it
begins to get worse results; this is because the number of valid detections decreases
drastically, both for true positives and false ones, reaching a point (when the scale factor is
set to 1.4) where the detections are null.
These results were very similar for the traffic signs of 50 speed limit, stop, wild animals
crossing and one way right, as can be seen in Figure 23 and Figure 24, in which the best
overall configuration (scale factor 1.2, minimum number of neighbours 5) is represented.
However, for the yield traffic sign, the results were worse. This is because, since the
yield traffic sign is basically an empty triangle, the classifier acts as a triangular shape
detector, thus giving a much bigger false positive rate than the other ones and delivering
overall worse results.

20 speed - Accuracy

sF=1.05

sF=1.1

sF=1.15

sF=1.2

Figure 19: 20 speed base accuracy obtained with the different variations.
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Figure 21: 20 speed base precision obtained with the different variations.
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Figure 20: 20 speed base recall obtained with the different variations.
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Figure 22: 20 speed base F1 score obtained with the different variations.
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Figure 23: All classifiers base accuracy obtained with sF=1.2, minN=5.

41

yield

EXPERIMENTAL RESULTS
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Figure 24: All classifiers base F1 score obtained with sF=1.2, minN=5.

4.1.2

SECOND TEST: ORB

The objective of the second test was to measure the improvement obtained by ORB
over the best configuration given by the base classifiers (sF=1.2, minN=5). One parameter
was modified this time: the percentage of matching keypoints a candidate must have with
the canonical image in order to be retained as a detection.
Four values of this acceptance threshold parameter were evaluated: 10%, 30%, 50%
and 70%. As we can see in Figure 25, higher performances were obtained with smaller
threshold values. This occurs because, if the threshold is too big, many true positives are
discarded, as we can see in the recall values. Like in the previous case, the results were
similar for the rest of the classifiers except for the yield one, which delivers the worst results
and does not improve (Figure 26 and Figure 27). This happens because the number of
keypoints found by ORB on the yield model image is really small.
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20 speed base + ORB results
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Figure 25: 20 speed base + ORB results obtained with the different variations.
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Figure 26: All classifiers base + ORB accuracy obtained with thr=10.
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Figure 27: All classifiers base + ORB F1 score obtained with thr=10.

4.1.3

THIRD TEST: CIRCULAR SHAPE DETECTION

The objective of the third and last test was to measure the improvement obtained by a
circular shape detector (in particular Hough Circle Transform) over the best configuration
given by the base classifiers (sF=1.2, minN=5) + ORB (thr=10). One parameter was
modified this time: dp (the inverse ratio of the accumulator resolution to the image
resolution). This test was carried out only for the 20 speed limit, 50 speed limit and one way
right traffic signs, since those are the only ones with a circular shape.
As we can see in Figure 28, Figure 29 and Figure 31, the best results are obtained with
the smaller dp values. This occurs because the bigger the dp gets, less circles are detected,
thus resulting in a decrease of detections in general. In Figure 30, however, we see a general
better result the bigger the dp value is; this happens because the true positives decrease at a
lower rate than the false ones, thus giving a higher precision value. However, the results
were worse than in the previous test, because the true positive rate reduction is too big
compared with the false positive reduction.
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Figure 28: 20 speed, 50 speed and one way right base + ORB + Hough accuracy obtained with the different
variations.
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Figure 29: 20 speed, 50 speed and one way right base + ORB + Hough recall obtained with the different
variations.
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Figure 30: 20 speed, 50 speed and one way right base + ORB + Hough precision obtained with the different
variations.
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Figure 31: 20 speed, 50 speed and one way right base + ORB + Hough F1 score obtained with the different
variations.

4.1.4

BEST CONFIGURATION RESULTS SUMMARY

Let’s summarize the results obtained with the best configurations in the different tests
for each traffic sign:
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In the case of the circular traffic signs, as we can see in Figure 32, Figure 33
and Figure 34, the rate between the reduction in true positives and false
positives degenerates with the use of Hough Circle Transform. For this reason,
the best configuration is achieved with the use of the base classifiers plus ORB
filtering. It is worth noting that, even if the one way right traffic sign seems to
give worse results with the ORB filtering option, we consider it is worth using
it because it will probably improve just like the other classifiers, only with
larger sets of data.



In the case of the stop, wild animals crossing and yield traffic signs, the rate
between the reduction in true positives and false positives makes the base
classifiers plus ORB filtering to be the best option. This can be seen in Figure
35, Figure 36 and Figure 37.



In Figure 38, we can see that, except for the yield traffic sign, the results
obtained by the classifiers are quite decent, with a great difference between
true and false positives. This is true also when ORB filtering is used.
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Figure 32: TP and FP variation with the best configurations of 20 speed sign.
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50 speed - TP and FP variation
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Figure 33: TP and FP variation with the best configurations of 50 speed sign.
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Figure 34: TP and FP variation with the best configurations of one way right speed sign.
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Stop - TP and FP variation
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Figure 35: TP and FP variation with the best configurations of stop sign.
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Figure 36: TP and FP variation with the best configurations of wild animals sign.
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Yield - TP and FP variation
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Figure 37: TP and FP variation with the best configurations of yield sign.

TP and FP variation
450
400
350
300
250
200
150
100
50
0

377 377

399
358

358 358

372 372

379 379

398 398

228 226

2320

43
20

20 speed

50 speed
TP Base

3522
one way right

TP Base+ORB

35
15

7 6

stop

wild animals

FP Base

FP Base+ORB

yield

Figure 38: TP and FP variation with the best configurations of the classifiers.

4.2

CASE STUDY

To evaluate the performance of the classifiers, the tests were carried out with synthetic
images (as explained before). However, it was necessary to validate the system in a more
realistic environment as well. To do this, some videos were taken in the Children Traffic
Park located inside the Abelardo Sánchez Park (Albacete, Spain).
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In this environment, apart from other traffic signs that are not part of our system,
appeared the 20 speed limit sign, yield sign, stop sign and one way right sign. The 50 speed
limit sign and wild animals crossing sign are not present. Some videos were taken, and the
frames were analysed by the classifiers using the configuration of the parameters that gave
the best results in the tests. Take note that the colour code is: 20 speed limit (pink), 50 speed
limit (yellow), yield (cyan), stop (red), wild animals crossing (green), one way right (blue).
As we mentioned before, the problem with the yield traffic sign classifier is that it
detects triangular forms and considers them a correct detection. This can be seen in Figure
39. However, we can also observe in the former figure and in Figure 40 that it does detect
the yield traffic signs, thus its problem is the high positive rate, which could be reduced with
further improvements.
In general, the classifiers are able to detect the traffic sign they were trained for, as can
be seen in former figures and in Figure 41, Figure 42, Figure 43 and Figure 44, and the
detections were almost constant in the frames. Their only problem are some isolated false
positives that could be reduced with an improvement of the system, as could be filtering by
frame sequences.
It is worth mentioning that, even if in the tests results, the results obtained by applying
ORB were much better, this did not happen in this particular environment. Some detections
were actually cut off, but they were minimal and so the results acquired using only the base
classifiers are practically the same. The Hough Circle Transform was not applied in this test
because, as we already saw, it did not improve the results enough.
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Figure 39: Yield and triangular forms detection.
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Figure 40: Correct yield detection.

53

EXPERIMENTAL RESULTS

Figure 41: Stop sign detection.

Figure 42: Stop sign detection and yield false
positive.
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Figure 43: Stop sign detection and false positives.

Figure 44: One way right sign detection and yield
false positive.
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CHAPTER 5. CONCLUSIONS AND
FUTURE WORK

5.1

CONCLUSIONS

The problem of detection and recognition of traffic signs is a challenge that has many
requisites. The objective of this system is its use in a real environment which consists of a
vehicle driving in many different places: cities, roads, freeways, etc. This leaves us with a
problem which has countless external factors that make it harder to resolve. For example,
the change in the background elements makes it hard to build a system that can distinguish
very efficiently the traffic signs from it. This comes also with the fact that the illumination
and visibility conditions can also greatly vary: if it is raining, the road is dark or the vehicle
goes very fast, the good visibility of the traffic signs gets jeopardised. This can make colourbased approaches not as reliable as shape-based ones.
Also, the number of different traffic signs is very high, which makes the problem very
broad. If we also take into account that the traffic signs vary between countries, this difficulty
can grow exponentially.
Another fact we have to take into account is that the system must be used in real-time.
This adds the problem of making a system that can compute the results fast enough, which
may decrease the possibility of mediums to use.
The system built gives good initial results, but it definitely has to be improved in order
to use it in a real environment, not a test one. Something to take into account as well is that
the results vary greatly between the tests with generated images and the tests in a real
environment. This was caused by training the system with images that were not taken in the
real environment it is intended to be used in. Since a wrong outcome of the system in, for
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example, an autonomous car, can result in a potential danger for people in another vehicles
or pedestrians, it is necessarily for it to work without errors.
In conclusion, the system built has allowed us to understand in depth how the object
detection in image processing works, as well as to broaden our knowledge in well-known
techniques such as the Haar cascade classifiers and the ORB algorithm. However, for it to
be used in a real environment, it has to be improved and extended further.

5.2

FUTURE WORK
The system can be further improved in some ways. Some suggested improvements are:


Increase the number of traffic signs: In our final system, we only use 6
different types of traffic signs. This number is considerably smaller than the
number of existing traffic signs, especially if we take into account international
traffic signs. Because of this, the system could be extended to be able to detect
more types.



Decrease the number of false detections: As we saw in the test results, the
main problem of the system are the wrong detections. While it succeeds
detecting the desired traffic signs, it also gives wrong detections. Since this
system’s goal is to be used with images coming from a camera in real-time,
one possible way of reducing this number would be to only consider a detection
valid if it stays in a particular number of frames. Since the false positives were
not consistent but the true positives were, this could indeed improve the results.
GPU implementation: Since this is a real-time problem, to make the
processing faster, a GPU implementation can be taken into account. For
example, we could use CUDA.





Ready-to-use implementation: The system developed was not designed for it
to be used in a real vehicle or robot, but more for testing purposes. A ROS
implementation, for example, could be considered to allow the system to be
used in a wheeled robot and a real environment.



3D images solution: The solution we made can be used only with 2D images.
The system could be developed also to detect traffic signs in 3D images, for
example using PCL (Point Cloud Library).
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5.1

CONCLUSIONES

El problema de la detección y reconocimiento de señales de tráfico es un reto que tiene
muchos requisitos. El objetivo de este sistema es su uso en un entorno real que consistiría en
un vehículo moviéndose por sitios muy diferentes: ciudades, carreteras, autopistas, etc. Esto
nos deja con un problema que tiene innumerables factores externos, lo que hace que sea más
difícil de resolver. Por ejemplo, el cambio en los elementos del fondo hace difícil la
construcción de un sistema que pueda distinguir de manera eficiente las señales de éste. Esto
también añade el hecho de que las condiciones de iluminación y visibilidad pueden variar
enormemente: si está lloviendo, la carretera es muy oscura o el vehículo va muy rápido, la
buena visibilidad the las señales de tráfico se ve mermada. Esto puede hacer que las
soluciones basadas en distinguir colores no sean tan adecuadas como las que se basan en
distinguir formas.
Además, el número de señales de tráfico diferentes es muy alto, lo que hace del
problema uno muy amplio. Si también tenemos en cuenta que las señales de tráfico son
diferentes entre países, esta dificultad crece exponencialmente.
Otro hecho que debemos tener en cuenta es que el sistema debe ser usado en tiempo
real. Esto añade el problema de hacer un sistema que pueda procesar los resultados lo
suficientemente rápido, lo que puede reducir el número de medios que se pueden usar.
El sistema construido da buenos resultados iniciales, pero es necesario que sea
mejorado para poder usarlo en un entorno real, no sólo en uno de test. Un hecho a tener en
cuenta es que los resultados varían enormemente entre las pruebas realizadas con imágenes
generadas y las pruebas realizadas en un entorno real. Esto ocurre porque el sistema no ha
sido entrenado con imágenes tomadas del entorno real en el que se va a usar. Puesto que un
error dado por el sistema en, por ejemplo, un coche autónomo, puede resultar en un peligro
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potencial para la gente que esté en otroe vehículos o los peatones, es necesario que funcione
sin dar ningún error.
En definitiva, el sistema construido nos ha permitido entender en profundidad cómo
funciona la detección de objetos en el procesamiento de imágenes, así como expandir
nuestros conocimientos en técnicas conocidas como los clasificadores en cascada de tipo
Haar y el algoritmo ORB. Sin embargo, para que pueda ser usado en un entorno real, necesita
ser mejorado y ampliado.

5.2

TRABAJO FUTURO

Como hemos explicado anteriormente, el sistema puede ser mejorado de varias
maneras. Algunas mejoras sugeridas son:


Incrementar el número de señales de tráfico: En nuestro sistema final, sólo
utilizamos 6 tipos diferentes de señales. Este número es considerablemente más
pequeño que el número de señales de tráfico existentes, especialmente si
tenemos en cuenta las señales de tráfico internacionales. Por este motivo, el
sistema podría ser ampliado para que pueda detectar más tipos.



Reducir el número de detecciones falsas: Como vimos en los resultados de
test, el problema principal del sistema son las detecciones erróneas. Mientras
que es capaz de detectar con éxito las señales de tráfico deseadas, también
provee detecciones erróneas. Puesto que el objetivo de este sistema es que sea
usado con imágenes provenientes de una cámara en tiempo real, una posible
manera de reducir este número sería considerar una detección como válida sólo
si permanece en un número determinado de frames. Puesto que los falsos
positivos no son consistentes, al contrario que los verdaderos positivos, esto
podría mejorar los resultados.
Implementación GPU: Puesto que este problema es uno en tiempo real, para
hacer que el procesamiento sea más rápido, una implementación en GPU puede
ser tenida en cuenta. Por ejemplo, se podría estudiar el uso de CUDA.





Implementación lista-para-usar: El sistema desarrollado no ha sido diseñado
para ser usado en vehículo real o en un robot, sino más para utilizarlo en
pruebas. Una implementación en ROS, por ejemplo, podría ser considerada
para permitir que el sistema se pueda usar en un robot con ruedas en un entorno
real.



Solución con imágenes 3D: La solución realizada sólo tiene en cuenta
imágenes 2D. Se podría desarrollar el sistema para poder detectar señales de
tráfico en imágenes 3D, por ejemplo utilizando PCL (Point Cloud Library).
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